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We propose a new methodology for large-scale urban 3D scene analysis in terms of automatically
assigning 3D points the respective semantic labels. The methodology focuses on simplicity and
reproducibility of the involved components as well as performance in terms of accuracy and
computational efﬁciency. Exploiting a variety of low-level 2D and 3D geometric features, we further
improve their distinctiveness by involving individual neighborhoods of optimal size. Due to the use of
individual neighborhoods, the methodology is not tailored to a speciﬁc dataset, but in principle designed
to process point clouds with a few millions of 3D points. Consequently, an extension has to be
introduced for analyzing huge 3D point clouds with possibly billions of points for a whole city. For this
purpose, we propose an extension which is based on an appropriate partitioning of the scene and thus
allows a successive processing in a reasonable time without affecting the quality of the classiﬁcation
results. We demonstrate the performance of our methodology on two labeled benchmark datasets with
respect to robustness, efﬁciency, and scalability.
& 2015 Elsevier Ltd. All rights reserved.
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1. Introduction
The automated analysis of 3D point clouds has become a topic
of great importance in photogrammetry, remote sensing, computer vision and robotics. One avenue of research directly addresses
the analysis of urban environments, where recent investigations
focus on 3D reconstruction [1–3], consolidation of imperfect scan
data [4,5], object detection [6–9], extraction of roads and curbstones or road markings [10–12], urban accessibility analysis [13],
recognition of power-line objects [14], extraction of building
structures [15], vegetation mapping [16], large-scale city modeling
[17], semantic perception for ground robotics [18] and semantization of complex 3D scenes [19]. A common task for many of these
different applications consists of point cloud classiﬁcation [20,21],
where each 3D point is assigned a speciﬁc (semantic) class label.
Addressing the task of urban point cloud classiﬁcation – where
the spatial 3D data may be collected via dense matching as well as
airborne, terrestrial and/or mobile laser scanning – we face a
variety of challenges arising from the complexity of respective 3D
scenes caused by an irregular sampling and very different types of
objects. Since the results of urban 3D scene analysis may vary from
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one dataset to another, publicly available standard datasets are
desirable in order to compare the performance of different
methodologies. Consequently, there has been a steadily increasing
availability of 3D point cloud datasets in recent years [22].
However, urban point clouds with respective point-wise manual
annotations in terms of semantic class labels are still rarely available,
although this represents a prerequisite for supervised point cloud
classiﬁcation. One of the most widely used datasets is the Oakland
3D Point Cloud Dataset [23] which, however, only contains approximately 1.6 million labeled 3D points. Hence, this dataset is not
tailored to designing large-scale processing pipelines.
Due to the recent technological advancements, it is meanwhile
possible to collect geospatial data in a fast and efﬁcient way via
terrestrial and mobile laser scanning. In order to foster research in
advanced 3D point cloud processing, two labeled point cloud
datasets representing densely sampled urban environments with
a signiﬁcantly higher number of 3D points have been presented
recently [24,25]. These can be considered as a ﬁrst step towards
large geospatial datasets in terms of city-scale or even larger. The
availability of such datasets is important for comparing large-scale
processing workﬂows which is the core issue of a recent benchmark [25] and addressed in this paper.
In our work, we consider each individual 3D point and its local 3D
neighborhood for extracting respective geometric features. By
exploiting a fully generic approach for optimizing the neighborhood
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size, our approach is generally applicable and not tailored to a speciﬁc
dataset. Furthermore, our approach represents a basic requirement for
either smooth labeling techniques or methods involving contextual
information, since both of them are based on the results of individual
point classiﬁcation. In summary, our contributions extend [26] and
consist of

 a new methodology for large-scale urban 3D point cloud
classiﬁcation,

 an in-depth analysis of a powerful strategy for recovering
individual 3D neighborhoods of optimal size,

 efﬁcient feature extraction and classiﬁcation, and
 an extension towards data-intensive processing.
In the following, we ﬁrst reﬂect related work in Section 2 and
provide an up-to-date view of approaches for processing 3D point
cloud data in order to efﬁciently obtain signiﬁcant information
contained in the data. Subsequently, in Section 3, we present a
methodology which is closely linked to recent investigations on
3D scene analysis involving optimal neighborhoods and different
classiﬁers [27,28]. Based on these investigations with a very
detailed evaluation, we can directly select the most appropriate
solution with respect to urban 3D scene analysis. The considered
criteria address feasibility in terms of simplicity and reproducibility of the involved components as well as performance in terms
of accuracy and computational effort. We further introduce an
increase in efﬁciency resulting from efﬁcient neighborhood recovery. In order to extend the applicability of the selected methodology towards huge datasets, in Section 4, an extension towards
large-scale urban point cloud classiﬁcation is presented which
does not affect the quality of the results, but allows the successive
processing of huge point clouds in a reasonable time. Afterwards,
the datasets involved in our experiments and the experimental
results are presented in Sections 5 and 6. The derived results are
subsequently discussed in Section 7. Finally, in Section 8, concluding remarks are provided and suggestions for future work are
outlined.

patch. Powerful alternatives have recently been presented with
Point Feature Histograms (PFHs) [33] and their modiﬁcation
denoted as Fast Point Feature Histograms (FPFHs) [34]. Considering a point X and all points within its local neighborhood, these
approaches ﬁrst assign the respective surface normal to X and
then sample geometric relations between the nearest neighbors in
terms of angular variations and point distances into histograms. A
different strategy has been presented with shape distributions [35]
which are based on the idea of randomly sampling simple
geometric measures such as distances or angles in order to obtain
a descriptor characterizing the neighborhood around a point X
[36]. Furthermore, a combination of histograms with signatures
has been presented with the Signature of Histograms of OrienTations (SHOT) descriptor [31] in order to achieve a better balance
between descriptiveness and robustness. The performance of
different histogram descriptors has been compared in [37]. However, for all these approaches, single entries of the derived feature
vectors are hardly interpretable.
Alternatively, the local 3D structure can be described by
deriving the 3D covariance matrix from the spatial coordinates
of a point X and its neighbors. Based on the respective eigenvalues,
a direct scene analysis may be conducted [38], or a set of features
may be deﬁned [39] which encapsulate geometric information
about the local 3D structure. In particular the latter approach is
nowadays commonly applied in lidar data processing, and the
respective features or feature subsets are typically complemented
with other geometric features [40,23,41,27,42,43]. A speciﬁc
advantage consists of the fact that the respective entries in the
feature vector are interpretable as they address local 3D shape
primitives. In contrast to 3D covariance matrices encoding the
relationships among points within a local neighborhood, covariance matrices of higher dimension have been used to combine
multiple features such as angular measures and point distances to
a compact representation [44]. Further information such as radiometric information may also be taken into account in this
representation.
2.2. Feature relevance assessment

2. Related work
Although modern devices nowadays allow the acquisition of
additional information such as echo-based features or fullwaveform features [29,30] which may alleviate 3D scene analysis,
we focus on the use of geometric features as most of the available
point cloud datasets only contain spatial 3D information. Other
features may however easily be appended to the feature vectors
deﬁned in the scope of our work. In the following, we ﬁrst present
fundamental concepts for deﬁning appropriate features for 3D
scene analysis. Subsequently, we discuss approaches for (i) optimizing the derived feature vectors by involving feature relevance
or (ii) describing the local 3D structure either at a single, but
optimized neighborhood or at multiple neighborhoods of different
size. Finally, we brieﬂy reﬂect related work on classiﬁcation
methods for 3D scene analysis.
2.1. Feature design
A crucial issue for 3D scene analysis consists of designing
appropriate features. For this purpose, numerous histogrambased methods have been proposed which accumulate information about the spatial 3D geometry into a histogram according to a
speciﬁc quantized domain [31]. A still popular approach has been
presented with Spin Images [32], where 2D histograms are derived
by spinning a 2D plane patch around the surface normal and
counting the number of points falling into each bin of the 2D

For compensating a lack of knowledge, often as many features as
possible are extracted and involved in the classiﬁcation process,
although some of these features may be more and others less
suitable. Consequently, investigations focusing on feature selection
have also been introduced for 3D point cloud processing in order to
improve the classiﬁcation accuracy while simultaneously reducing
both computational effort and memory consumption. Respective
approaches allow a ranking of single features according to their
relevance and the selection of a subset of the best-ranked features.
Whereas the ranking can be obtained by involving a classiﬁer
[29,30,45], classiﬁer-independent approaches are in the focus of
ﬁlter-based feature selection which offers both simplicity and efﬁciency. Herein, univariate ﬁlter-based feature selection methods rely
on a score function which simply evaluates feature-class relations
based on the training data. A general relevance metric composed of
several score functions addressing different intrinsic properties of the
given training data has recently been proposed [27]. In contrast,
multivariate ﬁlter-based feature selection methods rely on both
feature-class and feature-feature relations in order to discriminate
between relevant, irrelevant and redundant features [28].
2.3. Single-scale vs. multi-scale representation
The heuristic determination of local 3D neighborhoods is
conducted either with respect to the absolute size [38,46] or with
respect to the scale parameter [27]. However, in order to avoid
heuristically determining a suitable neighborhood size – which
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may even be speciﬁc for each dataset and which may not be
identical across all 3D points in consideration – there have been
few attempts to automatically derive individual neighborhoods of
optimal size. Respective approaches rely on the local surface
variation [47,48], a combination involving curvature, point density
and noise of normal vector estimation [49,40], dimensionality
features [41] or the measure of eigenentropy [28]. The need for
involving such techniques becomes for instance apparent when
analyzing the behavior of features derived from the 3D structure
tensor and shape distribution features across different scales [36]
or when observing a signiﬁcant improvement in comparison to
neighborhoods of ﬁxed scale [28].
Instead of focusing on the concept of optimal neighborhoods, a
consideration of features at multiple scales may be applied. For
instance, it has been proposed to calculate features at different
scales and involve a training procedure in order to deﬁne which
combination of scales allows the best separation of different
classes [50]. Further approaches even extract features based on
different entities such as points and regions [51,52].

the estimated probability of a 3D point belonging to each of the
deﬁned classes or the direct assignment of the respective label, and
thus the results of an individual point classiﬁcation.

2.4. Individual vs. contextual classiﬁcation

3.1. Neighborhood selection

When selecting an appropriate classiﬁer, we may follow the
strategy of individual point classiﬁcation by exploiting respective
feature vectors, where Support Vector Machines [53], Random
Forests [29], AdaBoost [54] or classical Maximum Likelihood (ML)
classiﬁers exploiting Gaussian Mixture Models (GMMs) [40]
represent the most commonly applied approaches for point cloud
classiﬁcation. Alternatively, contextual learning approaches may
be applied which address the idea that semantic labels of nearby
3D points tend to be correlated and hence involve relationships
among 3D points within a local neighborhood in addition to the
respective feature vectors. Respective approaches applied for point
cloud classiﬁcation are represented by Associative and nonAssociative Markov Networks [23,55,56], Conditional Random
Fields [21], multi-stage inference procedures focusing on point
cloud statistics and relational information over different scales
[51], and spatial inference machines modeling mid- and longrange dependencies inherent in the data [57].
When applying contextual learning approaches, it has to be
taken into account that the relationships are inferred from the
training data. Hereby, the local neighborhood is typically different
from the neighborhood used for feature extraction. Furthermore,
since the training data is limited, exact inference is computationally
intractable and therefore either approximate inference techniques
or smoothing techniques are commonly applied. The selection of an
approximate inference technique remains challenging as there is no
indication towards an optimal inference strategy, and such techniques quickly reach their limitations if the considered neighborhood
becomes too large. In contrast, smoothing techniques enforce the
desirable smooth labeling of nearby 3D points and may thus
provide a signiﬁcant improvement with respect to classiﬁcation
accuracy [58]. Such smoothing techniques, however, exploit either

Considering a point X in a point cloud P, the respective
neighborhood selection generally involves (i) a suitable neighborhood deﬁnition, (ii) an efﬁcient recovery of the local neighborhood
and (iii) an optimal parameterization of the neighborhood in terms
of neighborhood size. These aspects are addressed in the following
subsections.

3D Point
Cloud

Neighborhood
Selection *

3. Methodology
For 3D scene analysis in terms of uniquely assigning each 3D
point a semantic label, we propose a fully automatic and generic
methodology which consists of three successive steps (Fig. 1). In
the ﬁrst step, each 3D point is characterized with an individual
local 3D neighborhood of optimal size (Section 3.1). This allows an
extraction of highly distinctive features which is pursued in the
second step, where various geometric 3D and 2D features are
taken into consideration (Section 3.2). Finally, in the third step, the
distinctive features and a given set of training examples are
provided to a supervised classiﬁcation scheme (Section 3.3). The
main focus of our investigations is put on feature design in terms
of deriving distinctive geometric features from individual neighborhoods of optimal size.

3.1.1. Neighborhood deﬁnitions
In general, very different approaches may be applied in order to
deﬁne the local 3D neighborhood N of a given 3D point X A R3 . For
instance, a spherical neighborhood deﬁnition may be applied,
where the local neighborhood is formed by all 3D points in a
sphere with a ﬁxed radius [59]. An alternative consists of applying
a cylindrical neighborhood deﬁnition, where the local neighborhood is formed by all those 3D points whose 2D projections onto
the ground plane are within a circle with a ﬁxed radius [60].
A further neighborhood deﬁnition involves a ﬁxed number of k
closest 3D points for a given query point [61], which results in
spherical neighborhoods of variable absolute size. Note that all
these neighborhood deﬁnitions rely on the speciﬁcation of one
free scale parameter.
Since we want to account for more ﬂexibility in case of varying
point density and thereby avoid including a-priori knowledge on
the scene, we employ a neighborhood deﬁnition based on the k
closest neighbors of a given 3D point. Consequently, the nearest
neighbors have to be recovered and an appropriate k has to be
selected.
3.1.2. Exact vs. approximate nearest neighbors
As a consequence of the selected neighborhood deﬁnition, a
computationally quite expensive part consists of the calculation of

Feature
Extraction *

Supervised
Classification

Labeled
3D Point Cloud

… … …
… … …
… … …

Fig. 1. The proposed methodology: after calculating an individual local 3D neighborhood of optimal size for each 3D point, highly distinctive 3D and 2D features are
extracted and provided to a supervised classiﬁcation scheme in order to obtain a semantically labeled 3D point cloud (nThe respective implementation (Matlab, C++ and
binaries) is released with this paper and available at http://www.ipf.kit.edu/code.php).
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the nearest neighbors for each 3D point. This nearest neighbor
search can formally be described as follows: given a point set
P ¼ fX1 ; …; XN g in a 3-dimensional Euclidean vector space, those
points X A P that are nearest to a given query point XQ should be
recovered efﬁciently. The commonly used approach for nearest
neighbor search is based on a Kd-tree [62] which represents a
compact, hierarchical data structure for point sets sampled from a
K-dimensional manifold. A point in a Kd-tree with N points can
thus be localized with an average complexity of Oðlog NÞ and, in
the worst case, with a complexity of O(N) [63]. In order to further
increase efﬁciency, an approximate nearest neighbor search has
been proposed [64] which can be much faster than the exact
nearest neighbor search with only little loss in accuracy since nonoptimal neighbors may be returned. For details on these
approaches, we refer to an extensive survey on data structures
[65]. Addressing the criteria of query time and accuracy, a powerful approach with public availability and fully automatic parameter
selection has been presented in the Fast Library for Approximate
Nearest Neighbors (FLANN) [66] which is based on either searching hierarchical K-means trees with a priority search order or
using multiple randomized Kd-trees. Hence, we apply the FLANN
for nearest neighborhood search.
3.1.3. Optimal parameterization
Besides an efﬁcient nearest neighbor search, it is desirable to
automatically ﬁnd the optimal parameterization for the selected
neighborhood deﬁnition which is based on the k closest neighbors
in our case. When addressing this issue, we may also take into
account that the optimal choice of the parameter k (which is also
commonly referred to as scale) may vary within a dataset since k
certainly depends on the respective 3D structures and thus also on
the respective class label.
Seminal work addressing the selection of an optimal value for
the scale parameter k and thus the selection of the optimal
neighborhood size is based on fundamental geometric properties
of the point cloud data. For instance, the local surface variation (i.e.
the change of curvature) may be exploited since a critical neighborhood size is indicated by a signiﬁcant change of curvature
when successively increasing the neighborhood by adding the
next closest 3D point [47,48]. Furthermore, an iterative scheme
involving curvature, point density and noise of normal vector
estimation has been proposed [49,40]. Whereas these approaches
are tailored for smoothly varying surfaces, they may face severe
challenges when considering surfaces acquired with lidar systems
or dense matching. Consequently, we focus on the use of multiple
low-level geometric features which adequately capture the variability of natural environments.
Our approach is inspired by dimensionality based scale selection [41], where optimal neighborhood size selection is based on
the idea that the optimal neighborhood size favors one dimensionality the most. More speciﬁcally, for describing the local 3D
structure around a 3D point X ¼ X0 , the dimensionality features of
linearity Lλ , planarity P λ and scattering Sλ are derived from the set
of neighboring 3D points Xi with i ¼ 1; :::; k by considering the
respective 3D covariance matrix
C¼

k 

T
1 X
X i  X Xi  X
kþ1 i ¼ 0

ð1Þ

with
X¼

k
1 X
X
kþ1 i ¼ 0 i

ð2Þ

which is also known as the 3D structure tensor. This 3D structure
tensor C represents a symmetric positive-deﬁnite matrix. Consequently, its eigenvalues exist, are non-negative and correspond to

an orthogonal system of eigenvectors. For the sake of generality,
we assume that there might not necessarily be a preferred
variation with respect to the eigenvectors. This results in the
general case of a structure tensor with rank 3 as well as
eigenvalues λ1, λ2 and λ3 with λ1 ; λ2 ; λ3 A R and λ1 Z λ2 Zλ3 Z 0.
Based on these eigenvalues, the dimensionality features are
deﬁned as
Lλ ¼

λ1  λ2
λ1

Pλ ¼

λ2  λ3
λ1

Sλ ¼

λ3
λ1

ð3Þ

and, as these features sum up to 1, they may be considered as the
probabilities of a 3D point to be labeled as 1D, 2D or 3D structure
[41]. Favoring one dimensionality the most thus corresponds to
minimizing a measure given by the Shannon entropy [67] as
ED ¼  Lλ lnðLλ Þ  P λ lnðP λ Þ  Sλ lnðSλ Þ

ð4Þ

across different scales k, and the optimal neighborhood size
corresponds to the respective k with the minimal Shannon
entropy. Instead of directly varying the scale parameter k as later
tested in [28], however, the respective radius has been taken into
account in [41]. Sampling the interval ½r 1 ; r 2  between speciﬁed
radii r1 and r2 into 16 scales, where the radii are not linearly
increased since the radius of interest is usually closer to r1, the
optimal neighborhood size corresponds to the radius yielding the
minimal Shannon entropy. However, the two radii r1 and r2
depend on various characteristics of the given data and are
therefore speciﬁc for each dataset [41].
In order to avoid strong assumptions on the presence of speciﬁc
geometric structures in the scene and to get rid of heuristic
parameter selection, a more general solution for optimal neighborhood size selection has been proposed very recently [28] which
has proven to outperform dimensionality based scale selection.
Instead of exploiting the three dimensionality features, this
approach directly exploits the eigenvalues of the 3D structure
tensor which correspond to the principal components and thus
span a 3D covariance ellipsoid. Normalizing the three eigenvalues
λ1, λ2 and λ3 by their sum Σ λ yields normalized eigenvalues e1, e2
and e3 summing up to 1. Thus, in analogy to the dimensionality
based scale selection, the measure of eigenentropy Eλ given by the
Shannon entropy according to
Eλ ¼  e1 lnðe1 Þ  e2 lnðe2 Þ  e3 lnðe3 Þ

ð5Þ

is calculated and minimized across different scales k which, in
turn, relates to minimizing the disorder of points within a 3D
covariance ellipsoid. The optimal neighborhood size ﬁnally corresponds to the respective k with the minimal eigenentropy. For our
experiments, we consider relevant statistics to start with k1 ¼ 10 –
which is in accordance to [41] – and successively increase the scale
parameter k with a step size of Δk ¼ 1 up to an upper bound of
k2 ¼ 100 as proposed in [28], which already represents a relatively
high number. Note that k2 can be arbitrary, and hence we will later
focus on this issue in the experimental results.
The resulting optimal neighborhood size thus depends on
contextual information preserved in the spatial arrangement of
neighboring 3D points and may even be different for each
individual 3D point. Even though optimal neighborhood size
selection causes a higher computational effort with respect to
both processing time and memory consumption, it should be
taken into consideration since the classiﬁcation accuracy is signiﬁcantly improved according to recent investigations [28].
3.2. Feature extraction
Since many of the publicly available 3D point cloud datasets
only contain information about the spatial 3D geometry in terms
of XYZ coordinates, we focus on the use of geometric features. Such
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geometric features typically rely on a local 3D neighborhood
which has already been derived in the previous step. Involving
the optimal neighborhood size for a respective 3D point, we may
assume that highly distinctive geometric features can be derived
from the set of 3D points within the neighborhood. Due to the
high point density of recently published lidar point cloud datasets,
the selected scale k tends to correspond to a relatively small
absolute size, and the respective local 3D structure can therefore
only be described with low-level geometric features. Such features
show a speciﬁc behavior for planar patches, ridges, edges and
vertices. By involving a 2D projection, we may also account for
structures with larger extent, e.g. in the vertical direction.
In order to deﬁne adequate low-level geometric features, we
follow the strategy involving a variety of geometric 3D and 2D
features [27], but we additionally increase their distinctiveness by
taking into account the optimal neighborhood size for each
individual 3D point [28]. In total, a set of 21 distinctive low-level
geometric features is thus calculated for each 3D point. For the
sake of clarity, we brieﬂy describe the involved 3D and 2D features
in the following subsections. The respective code (Matlab, C++ and
binaries) is released with this paper.

3.2.1. 3D features
Obviously, a variety of 3D features can directly be derived by
describing basic geometric properties of the considered 3D neighborhood such as the absolute height Z of the considered 3D point
X, the radius r k  NN of the sphere encompassing the local 3D
neighborhood, the local point density D deﬁned as number of
points per unit volume and the verticality V which is based on the
vertical component of the local normal vector. Hereby, the local
normal vector is related to the eigenvector corresponding to the
smallest eigenvalue of the respective 3D structure tensor. Furthermore, all 3D points within the neighborhood may be considered in
order to calculate the maximum height difference ΔZ k  NN and the
standard deviation σ Z;k  NN of height values.
Additionally, we take into account that the 3D structure tensor
encodes the general distribution of 3D points within the local
neighborhood. Consequently, the normalized eigenvalues e1, e2
and e3 of the 3D structure tensor may also be exploited to deﬁne
local 3D shape features. Besides the aforementioned dimensionality features of linearity Lλ , planarity P λ and scattering Sλ , further
features are represented by omnivariance Oλ , anisotropy Aλ ,
eigenentropy Eλ , the sum Σ λ of eigenvalues and the local surface
variation C λ .

3.2.2. 2D features
Taking into account that urban areas are typically characterized
by an aggregation of man-made structures, speciﬁc geometric
relations in terms of symmetry and orthogonality are likely to
occur. In particular, we may face a large number of structures
which are oriented perpendicular to a horizontally oriented plane,
e.g. building façades, trafﬁc signs or curbstone edges. Consequently, a projection of the 3D point cloud onto a horizontally
oriented plane might reveal additional information and possibly
also clear evidence about the presence of speciﬁc structures in the
observed scene. Respective features which are based on this 2D
projection can easily be deﬁned as 2D properties of the neighborhood such as the radius r k  NN;2D and the local point density D2D.
Furthermore, the coordinates resulting from the 2D projection
of all 3D points within the neighborhood may be exploited to
derive the 2D covariance matrix also known as the 2D structure
tensor. In analogy to the 3D case, the respective two eigenvalues
may be used to deﬁne characteristic features such as the sum Σ λ;2D
of the eigenvalues and their ratio Rλ;2D .
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Interestingly, the aforementioned 2D features are based on
spherical neighborhoods of relatively small absolute metric size,
whereas man-made structures tend to provide a similar behavior
across different height levels, i.e. across several meters of height.
Consequently, a discretization of the 2D projection in terms of a 2D
accumulation map [68] with discrete, quadratic bins (here with a
side length of 0.25 m) may provide further interesting properties
about local 3D structures which are not yet covered by the already
deﬁned features. Respective features based on the accumulation
map have been proposed with the number M of points falling in
the respective bin as well as the maximum height difference ΔZ
and standard deviation σ Z of height values within the respective
bin. Particularly, the feature M provides clear evidence on the
existence of building façades and, if the point density is sufﬁciently
high, also on the existence of curbstone edges. The detection of
such man-made structures, in turn, is important for urban accessibility analysis which is one of the main intentions of current
research.
3.3. Supervised classiﬁcation
For classiﬁcation, we apply a standard supervised classiﬁcation
scheme involving a set of training examples which, in turn,
encapsulate feature vectors as well as the respective class labels.
An adequate choice among a variety of classiﬁcation strategies and
respective approaches, however, should directly address applicability, reproducibility, and scalability in order to facilitate 3D
scene analysis in large-scale urban environments. In the following,
we ﬁrst motivate our choice for the classiﬁer and subsequently
address the issue of how to obtain suitable training data.
3.3.1. Classiﬁer selection
Since we focus on the applicability and reproducibility of all
involved components, the involved classiﬁcation strategy should
be easy-to-use without crucial parameter selection, and respective
implementations should be available in different software
packages. For this reason, we focus on individual point classiﬁcation based on a set of derived features. With the intention of
processing huge point clouds, it is mandatory to apply a powerful
but still computationally efﬁcient classiﬁer. In particular for scalability towards huge datasets, combining a set of weak classiﬁers
such as decision trees via bootstrap aggregating which is commonly referred to as bagging [69] has proven to be successful.
Using bootstrapped replica of the training data, i.e. subsets of the
complete training data which are randomly drawn with replacement [70], diversity is obtained by training a weak learner of the
same type for each subset of the training data.
The most popular example for bagging is represented by
Random Forests [71] which represent a modern discriminative
method and provide efﬁciency in case of a large amount of input
data. Efﬁciency in this context covers simplicity and a high degree
of parallelization which results in a fast classiﬁcation scheme.
Additionally, robustness to outliers, noise and missing data is
provided. More speciﬁcally, a Random Forest represents an
ensemble of randomly trained decision trees and thus aggregates
hypotheses derived via decision trees which, in turn, are trained
over different distributions of the training data. Thereby, each
decision tree is constructed based on a top-down strategy successively selecting the variable which best splits the respective
training data. Consequently, a split function and a stopping
criterion have to be deﬁned. Since, in the training phase, individual
decision trees are assumed to be trained on randomly selected
subsets of the given training data, the trees may be expected to be
randomly different from one another which results in a decorrelation between individual tree predictions and thus improved
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generalization and robustness [72]. Once a Random Forest is
trained, the classiﬁcation phase consists of letting each decision
tree vote for a single class and assigning the respective label
according to the majority vote of all decision trees. The parameters
to be speciﬁed are the number of involved decision trees and the
tree depth. In the experiments,
pﬃﬃﬃ we use a Random Forest with 100
trees and a tree depth of ⌊ dc, where d equals the number of
extracted features, i.e. d ¼21.

3.3.2. Training data
Given a set of training examples, we have to take into account
that an unbalanced distribution of training examples across all
classes may have a detrimental effect on the training process [72].
Consequently, we involve a class re-balancing in terms of randomly selecting the same number of training examples for each
class. Alternatively, the known prior class distribution of the
training set could be used for weighting the contribution of
each class.

4. Extension towards large-scale urban point cloud
classiﬁcation
Recent investigations clearly show that the use of individual
neighborhoods with optimal size has a signiﬁcant, beneﬁcial
impact on the classiﬁcation results [28]. However, the additional
calculations cause a drastic increase in computational effort.
Consequently, the described methodology is suited to process
point clouds containing only up to a few millions of 3D points.
When considering huge point clouds at city scale with possibly
billions of points – which is the aim of recent effort in order to
obtain an adequate 3D model of a whole city like Paris – an
extension of the presented methodology has to be introduced.
The extension described in this paper does not affect the
quality of 3D scene analysis, but only the scalability of the
methodology in order to process larger datasets. Speciﬁcally, it
focuses on successively processing a huge point cloud by applying
a 2D sliding window function which is shifted within a horizontally oriented plane in discrete steps and involves a small padding
region in order to avoid discontinuities at its borders. The size of
the window should be chosen in a way that, for each step, a still
reasonable number of 3D points is in consideration since the
window size is practically limited depending on the available
memory size. The partial results are subsequently merged together
to obtain the results for the full scene. Accordingly, the approach
represents a partitioning of the scene into subparts which, in turn,
are extended by small padding regions at the borders and can be
processed in parallel. For the sake of simplicity, we focus on two
speciﬁc scenarios and select the one which is suited best with
respect to the given data:

 For the more general scenario, we propose the use of a tiling



approach. Taking a deﬁned area within a horizontally oriented
plane, e.g. a small quadratic area of 10 m  10 m, allows a
successive processing of data and thus also the analysis of huge
point clouds at city-scale, where directly applying the methodology is intractable due to the computational burden with
respect to computational effort and memory consumption.
Without loss of generality, we may also take into account that
the recently published benchmark datasets describe straight
street sections with a length of approximately 160–200 m
[24,25]. Consequently, the tiling approach can be substituted
by a slicing approach, where the slices have a speciﬁed width,
e.g. a width of 10 m, along the street direction and inﬁnite
extent along the two perpendicular directions.

Note that for both partitioning schemes, those 3D points within
the small padding around the considered tile or slice are also used
if they are within the neighborhood of other 3D points within the
considered part of the scene in order to avoid artifacts at
boundaries between tiles or slices. Due to the high point density
of recent point cloud datasets, a padding with a width of 0.50 m is
considered to be sufﬁcient. As alternative to scene partitioning,
streaming methods could be applied [73].
Consequently, we may repeat the proposed workﬂow consisting of (i) optimal neighborhood selection, (ii) feature extraction
and (iii) classiﬁcation independently for each tile or for each slice.
Thus, large-scale urban 3D scene analysis is composed of successive steps which exploit the same methodology and could be
parallelized if respective hardware is available.

5. Datasets
Since we focus on the issue of urban 3D point cloud classiﬁcation and want to facilitate an objective comparison to other
methodologies, we consider two publicly available and labeled
3D point cloud datasets representing densely sampled urban
environments. Both datasets have been acquired in the city of
Paris, France, via mobile laser scanning (MLS) systems:
Paris-rue-Madame database1 [24]: This 3D point cloud dataset
has been acquired with the mobile laser scanning system L3D2
[74] equipped with a Velodyne HDL32. It contains 20 million
points corresponding to a digitized street section with a length of
approximately 160 m. A respective annotation has been conducted
in a manually assisted way and includes both point-wise labels (26
different classes) and segmented objects (642 objects in total). This
annotation relies on an initial segmentation based on elevation
images [9] which is followed by a manual reﬁnement [24].
Paris-rue-Cassette database [25]: This point cloud dataset has
been acquired with the mobile laser scanning system called
Stereopolis II [75] in January 2013. This system captures the local
3D geometry of the scene with two plane sweep lidars (Riegl LMSQ120i) placed on each side of the vehicle in order to mainly
observe the building façades with a centimeter accuracy and a 3D
lidar (Velodyne HDL-64E) to observe the bottom part in between.
The dataset contains 12 million points corresponding to a digitized
street section with a length of approximately 200 m, and a
manually assisted annotation is available which includes both
point-wise labels and segmented objects. The respective annotation is based on recovering a regular 2D topology for the point
cloud stream during data acquisition and an ofﬂine human
interaction via a graph editing tool based on standard 2D image
segmentation techniques [76]. A further extension in the form of
10 different zones with a total number of about 100 million points
has been released in the scope of a recent contest [25].

6. Experimental results
In the following, we ﬁrst provide an in-depth analysis addressing the results of optimal neighborhood size selection for both
involved datasets. Afterwards, we focus on the respective results
for individual point classiﬁcation and, ﬁnally, we demonstrate the
performance of the new approach with respect to computational
effort.
1
Paris-rue-Madame database: MINES ParisTech 3D mobile laser scanner dataset
from Madame street in Paris. ©2014 MINES ParisTech. MINES ParisTech created this
special set of 3D MLS data for the purpose of detection-segmentation-classiﬁcation
research activities, but does not endorse the way they are used in this project or the
conclusions put forward. The database is publicly available at http://cmm.ensmp.fr/
 serna/rueMadameDataset.html (last access: 30 August 2014).
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Fig. 2. Distribution of the assigned optimal neighborhood size k for all 3D points in
the Paris-rue-Madame database.
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Fig. 4. Qualitative distribution of the assigned optimal neighborhood size k for all
3D points in the Paris-rue-Madame database.
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Fig. 3. Distribution of the assigned optimal neighborhood size k for all 3D points in
the Paris-rue-Cassette database.

6.1. Optimal neighborhood size selection
In order to obtain more insights into the process of optimal
neighborhood size selection, we ﬁrst focus on a detailed analysis of
the respective results. Note that each 3D point is assigned
an

individual value for k and that all integer values in k1 ; k2 with
k1 ¼ 10 and k2 ¼ 100 are taken into consideration. Since the upper
boundary k2 has been selected for reasons of computational costs
and may principally be set to an arbitrary value, we ﬁrst consider the
distribution of the parameter k across all 3D points. For this purpose,
the respective distributions of the assigned optimal neighborhood
size across all 3D points obtained for the Paris-rue-Madame database
with 20 million 3D points and the Paris-rue-Cassette database with
12 million 3D points are visualized as histograms in Figs. 2 and 3.
These ﬁgures clearly reveal a trend towards small values of k. Since
the last bin in the histograms ðk2 ¼ 100Þ is likely to also represent
those 3D points which might have a higher value than k2 ¼ 100, a
small increase can be observed. However, the percentage of 3D
points which are assigned an optimal neighborhood with less than k2
neighbors is 95.44% and 98.72% for the Paris-rue-Madame database
and the Paris-rue-Cassette database, respectively. This shows that our
selection of k2 is appropriate.
A qualitative visualization of the distributions of the assigned
optimal neighborhood size across all 3D points of both involved
datasets is depicted in Figs. 4 and 5. For the Paris-rue-Cassette
database, a signiﬁcantly smoother behavior can be observed.
6.2. Individual point classiﬁcation
In order to assign a semantic label to each individual 3D point,
we exploit only those 3D points with labels corresponding to the
most dominant semantic classes façade, ground, cars, motorcycles/
2 wheelers, trafﬁc signs/road inventory, pedestrians and vegetation
(Table 1), which represent a fraction of 99.81% of the Paris-rueMadame database and 99.56% of the Paris-rue-Cassette database.
All 3D points belonging to the other classes are removed since the
respective number of samples per class is not considered to be
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Fig. 5. Qualitative distribution of the assigned optimal neighborhood size k for all
3D points in the Paris-rue-Cassette database.

representative. For training, we randomly select a small, balanced
training set X with 1,000 training examples per class, and the
remaining data is used as test set Y.
In order to allow a comparison to recent work, we design the
evaluation scheme in analogy to [28]. Thus, our evaluation is based
on (i) overall accuracy which indicates the performance of the
classiﬁer on the test set, (ii) recall which represents a measure of
completeness or quantity, (iii) precision which represents a measure of correctness or quality, (iv) F1-score which combines recall
and precision with equal weights, (v) mean class recall which
represents an averaged measure of completeness/quantity across
all classes and (vi) a visual inspection of the derived results.
Evaluating our approach on both datasets, the overall accuracy
is 88.82% for the Paris-rue-Madame database and 89.60% for the
Paris-rue-Cassette database. The resulting recall and precision
values as well as the corresponding F1-scores are provided in
Tables 2 and 3. Accordingly, mean class recall values of 83.53% and
81.78% are obtained for the Paris-rue-Madame database and the
Paris-rue-Cassette database, respectively. Finally, a visual impression on the quality of the derived results for individual point
classiﬁcation is depicted in Figs. 6 and 7.
6.3. Computational effort
The experiments have been conducted on an Intel Core i7-3820
with 3.6 GHz and 64GB RAM. We use the proposed slicing approach,
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Table 1
Number of points in the most dominant classes. These classes cover 99.81% of the
Paris-rue-Madame database and 99.56% of the Paris-rue-Cassette database.
Class

Paris-rue-Madame
database [24]

Paris-rue-Cassette
database [25]

Façade
Ground
Cars
Motorcycles/
2 wheelers
Trafﬁc signs/
road inventory
Pedestrians
Vegetation

9,978,435
8,024,295
1,835,383
98,867

7,026,016
4,228,639
367,271
39,331

15,480
45,105
22,999
211,131

10,048
–

Fig. 7. Paris-rue-Cassette database: classiﬁed point cloud with assigned semantic
labels (façade: gray, ground: brown, cars: blue, 2 wheelers: yellow, road inventory:
red, pedestrians: pink, vegetation: green). The points represented in cyan are those
points which are not considered as the respective classes are not covered
representatively. The noisy appearance results from individual point classiﬁcation.
(For interpretation of the references to color in this ﬁgure caption, the reader is
referred to the web version of this article.)

Table 2
Recall, precision and F1-scores for the Paris-rue-Madame database.
Paris-rue-Madame

Recall

Precision

F1

Façade
Ground
Cars
Motorcycles
Trafﬁc signs
Pedestrians

0.9527
0.8650
0.6476
0.7198
0.9485
0.8780

0.9620
0.9782
0.7948
0.0980
0.0491
0.0163

0.9573
0.9182
0.7137
0.1725
0.0934
0.0320

Table 3
Recall, precision and F1-scores for the Paris-rue-Cassette database.
Paris-rue-Cassette

Recall

Precision

F1

Façade
Ground
Cars
2 wheelers
Road inventory
Pedestrians
Vegetation

0.8721
0.9646
0.6112
0.8285
0.7657
0.8225
0.8602

0.9928
0.9924
0.6767
0.1774
0.1495
0.0924
0.2566

0.9285
0.9783
0.6423
0.2923
0.2501
0.1661
0.3953

Fig. 6. Paris-rue-Madame database: classiﬁed point cloud with assigned semantic
labels (façade: gray, ground: brown, cars: blue, motorcycles: yellow, trafﬁc signs:
red, pedestrians: pink). The points represented in cyan are those points which are
not considered as the respective classes are not covered representatively. The noisy
appearance results from individual point classiﬁcation. (For interpretation of the
references to color in this ﬁgure caption, the reader is referred to the web version of
this article.)

where the slices have a width of 10 m and the padding has a width of
0.50 m. Whereas the prototype released with [28] is based on a full
and straightforward Matlab implementation, our investigations
revealed that a signiﬁcant speedup can be achieved in two ways.
Firstly, for the considered small point sets formed by up to k2 ¼ 100
neighboring 3D points, a considerable speedup in the calculation of
the respective 3D covariance matrices results from simply replacing

Table 4
Computational effort for processing the Paris-rue-Cassette database: the required
processing times t1 for optimal neighborhood size selection, t2 for feature extraction, t3 for training on the small training set and t4 for testing on the respective test
set are listed for different approaches. Note that t1 and t2 correspond to a successive
processing of all slices, and that t3 and t4 do not change since they are not affected
by our optimization.
Time

Prototype [28]

Optimized Matlab version

Proposed approach

t1
t2
t3
t4

27.45 h
11.84 h
 1–2 s
 90 s

10.90 h
10.75 h
 1–2 s
 90 s

2.11 h
4.28 h
 1–2 s
 90 s

the internal Matlab function cov with the respective vectorized
straightforward implementation. Secondly, our new optimized
approach can be used which has been implemented in C++ and,
for comparison, we used the respective binaries in the test environment in Matlab. We consider both approaches. For the example
involving the Paris-rue-Cassette database, the respective speedup
achieved with the latter implementation clearly becomes visible in
Table 4, where the processing times for the different subtasks are
listed. Since the training phase will not change with larger datasets,
the respective classiﬁcation will only remain a question of computational and not human effort.
Taking a tile of deﬁned size as a reference area would even
allow us to extrapolate the resulting computational effort for data
processing (which also accounts for those points in the padding).
Thus, we would even be able to extrapolate the computational
effort to full cities.

7. Discussion
In the experiments, it becomes apparent that particularly for
the smaller classes a decrease in performance can be observed
(Tables 2 and 3). This might indicate that those classes are still not
covered representatively for the complexity of urban 3D scenes.
However, the derived mean class recall values for both datasets
indicate that completeness/quantity across all classes is relatively
high compared to other approaches focusing on individual point
classiﬁcation [27,28]. Thus, the methodology is less prone to
overﬁtting. Consequently, the decrease in performance might
mainly arise from the similarity of local 3D structures belonging
to respective classes. Additionally, for the Paris-rue-Cassette database, we can observe that vegetation is detected at the balconies
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which is in contradiction to the reference labels, but maybe not
always in contradiction to the real scene (Fig. 7). Note that the
Paris-rue-Madame database contains more noise than the Parisrue-Cassette database (Figs. 4 and 5) which might be a further
reason for relatively low precision values obtained for the respective smaller classes (Table 2). In order to increase the precision
values, introducing further features and/or multi-scale considerations seem to be necessary. Furthermore, due to the individual
point classiﬁcation, a noisy labeling can be expected which indeed
can be observed in Figs. 6 and 7.
Concerning the computational complexity, we may consider
the computation times required for processing different numbers
of points. In Figs. 8 and 9, this is done for the separate slices (with
the respective padding) as well as separately for optimal neighborhood size selection and feature extraction. It becomes apparent
that optimal neighborhood size selection has a linear complexity
for increasing numbers of considered 3D points, whereas feature

1,250

Paris-rue-Madame database
Paris-rue-Cassette database

t1 in s

1,000
750
500

55

extraction shows a non-linear dependency. In this case, we have a
superposition of (i) a linear behavior for calculating 3D features in
terms of basic geometric properties or eigenvalue-based features,
(ii) a linear behavior for 2D features in terms of basic geometric
properties or eigenvalue-based features and (iii) a non-linear
behavior for 2D features based on the accumulation map.
The most crucial issue of the whole methodology remains an
appropriate selection of the scale parameter k. The motivation of
the applied approach is to avoid the use of empiric or heuristic
knowledge on the scene with respect to neighborhood size and to
obtain an automated, appropriate selection instead. Consequently,
the approach is generally applicable and not tailored to a speciﬁc
dataset. The consideration of individual neighborhoods even
accounts for the idea that an optimal neighborhood size depends
on the respective 3D structure and thus varies within a dataset. In
order to provide further insights in addition to the clear trend of
the scale parameter towards smaller values (Figs. 2 and 3), the
behavior for the different classes is visualized in Fig. 10. Even
though the analysis per class reveals a slight difference between
the different classes, there is no clear indication of a characteristic
which is speciﬁc for a certain class. Furthermore, we may state that
the behavior of individual neighborhoods across a dataset indicates the quality of a dataset, since a much smoother behavior can
be observed for the dataset with less noise (Figs. 4 and 5).

250
0

0

0.5

1
# points

8. Conclusions

2

1.5
6

·10

Fig. 8. Required computation times per slice for optimal neighborhood size
selection: a linear behavior can be observed for increasing numbers of points.

6,250

Paris-rue-Madame database
Paris-rue-Cassette database

t2 in s

5,000
3,750
2,500
1,250
0

0

0.5

1
# points

2

1.5
·106

Fig. 9. Required computation times per slice for feature extraction: a non-linear
behavior can be observed for increasing numbers of points.

In this paper, we have presented a methodology for automated
3D scene analysis and its extension towards huge point clouds. The
methodology generally requires a higher computational effort due
to the consideration of individual 3D neighborhoods of optimal
size which, in turn, is justiﬁed as it signiﬁcantly improves the
classiﬁcation results in comparison to state-of-the-art approaches
[28] and furthermore avoids human interaction guided by empiric
or heuristic knowledge. Speciﬁcally, involving such optimal neighborhoods for feature extraction results in distinctive low-level
geometric 3D and 2D features as important prerequisites for
obtaining appropriate classiﬁcation results. The further extension
towards data-intensive processing via scene partitioning overcomes the limitation with respect to the computational burden
and also allows large-scale 3D scene analysis. For two recently
published point cloud datasets captured in urban areas, the
derived results clearly reveal the potential of our methodology.
For future work, we plan to involve spatial smoothing techniques,
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Fig. 10. Distribution of the assigned optimal neighborhood size k for different classes of the Paris-rue-Cassette database.
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since neighboring 3D points tend to have correlated labels.
Furthermore, an extended analysis up to object level would be
desirable.
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